
 
 

Moral Inquiry: Thoughts and Activities1 
Tara Mohanan and K P Mohanan 

 

We judge particular actions or practices as being morally ‘wrong’, neutral, or ‘right’. 
How do we decide what qualifies as wrong or neutral or right? How do these judgments 
arise? These are questions that come under Moral Inquiry.  
Now, many of our actions — ethical and unethical — are an immediate response to a 
situation, and not based on reasoning. Furthermore, ethics is seen as lying in the terrain of 
wisdom rather than that of rationality. The sentiment may be legitimate.  
This introduction to moral inquiry shows that, even so, it is possible to explore ethics 
from a position grounded in reason. Our story is built around a number of scenarios that 
call for our moral judgments. For a deeper understanding of moral inquiry, and to develop 
a capacity for such inquiry, it is essential to engage with each scenario, and, 
(a) look inside ourselves to unearth our own moral judgement(s) on the scenario, 
(b) formulate the moral principles that would derive these judgments,   
(c) work out the steps of reasoning from the principles to the judgments, and  
(d) discuss the theory with others to arrive at a collective moral theory. 
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1 Throughout this paper, we use the term ‘moral’ to refer to ‘moral-ethical’, shortened for 
convenience. The words ‘moral’ and ‘ethical’ are often used interchangeably. But they can also 
be distinct. Ethical sometimes refers to externally imposed codes of practice, while ‘moral’ is 
often associated with ‘virtue’ and with ‘right and wrong behaviour’.   
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Introduction 

We are confronted every day with moral choices in life, as individuals, as members of a 
community, and as the human species. Take questions we might ask ourselves:   
 Is it morally-ethically right for me to smoke:  
    * anywhere, having promised my mother not to?  
    * in public spaces, where exposure to cigarette fumes may give someone a migraine or asthma?  
    * inside my home, if the fumes have ill effects on my young children?  
 Is contributing to the gold market morally-ethically right, knowing the hazardous challenges 

that the miners face? 
 Is the death penalty morally-ethically right? 

How do we grow as individuals, as communities, and as a species, such that we have the moral 
grounding to guide us to appropriate choices in our deeds, words, and thoughts?  

In schools, this is often done through what is termed “moral education”, something that typically 
conjures up the vision of getting the young to conform to the moral codes and values of the elders 
in their community. Implicit in this paradigm of moral education is the yearning for cultural 
reproduction: the desire of the older generation to reproduce their own beliefs, values, codes of 
conduct, habits, and practices among the young.  

We find this desire in parents, teachers, institutions, and even governments. Many parents, for 
example, would like their children to grow up exactly like them. Fathers who are businessmen 
want their sons to be businessmen; parents who practice law want their children to become 
lawyers; parents who are vegetarian want their children to be vegetarian; and parents who 
worship a particular god want their children to worship the same god. Not doing so is seen as 
violating tradition and culture. 

While such desire for self-cloning may be “natural”, in the sense of being widespread among 
members of the human species (not in the sense of something that is necessarily desirable), it need 
not be in the best interests of the young. Also, it may not serve the purposes of education: getting 
the younger geneartion to conform to the ways of the older generation would in fact be a form of 
indoctrination.  

If we believe that it is important for us, whether old or young, to keep developing the abilities of 
critical thinking and inquiry all through life, then we need to:  

• be familiar with the beliefs, values, codes of conduct, habits of mind, and practices of 
people around us, and be aware of their diversity; 

• question and critically evaluate these beliefs, values, codes of conduct, habits of mind, and 
practices; and  

• decide for ourselves what to believe, and what to do.  

This means that the process of educating ourselves and others has to be a form of liberation and 
capacity building, not indoctrination.  

The purpose of what follows is to sketch a way of engaging in rational inquiry on moral issues, 
moral judgments, and moral theories. This would help us develop the ability to construct rigorous 
moral theories at the individual and collective levels, to critically reflect on those theories in 
relation to moral judgments, and to engage in public debates on moral theories and moral 
judgments.  

This, as we see it, is our responsibility as citizens of this planet. 
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Personal Moral Theories:  
 Deducing judgments from a theory 

1. Moral Theories: Constructing and Evaluating them    
We build a scientific theory to explain observed phenomena. And we build a moral theory to 
explain our moral judgments on particular actions and practices. To see what this means, it may 
be best to just go ahead and start building a moral theory. 

A moral theory is a set of general principles, based on a set of moral values, such that when  
they are combined with the facts of a particular 
action or practice, a set of logical consequences 
follow from them.  

To see what this means let us take an example: 
the commandment, “Thou shalt not kill.” 

These logical consequences are called  
predictions in scientific inquiry and  
theorems in mathematical inquiry. 

Some version or the other of this ‘rule’ is found in almost all communities. Suppose we formulate 
the core of the principle as:   

 Causing death is morally wrong.  

As stated, this principle is vague. For it to become an applicable moral principle, we need to 
formulate it more precisely. What should we not kill? Human beings? Humans and other animals? 
Yet other creatures? Does this apply to insects? Mosquitoes? Bacteria? Plants? For the PRINCIPLE 
to be complete, then, we have to specify the DOMAIN of its application from among the possible 
alternatives. Principle 1, and the domains of application of the Principle may be formulated as:  

PRINCIPLE 1 (P1): Causing the death of X is morally wrong.  

 

DOMAIN (D): The X in P1 may be:  
 i)  any living organism. 
 ii)  any living organism belonging to the animal kingdom. 
 iii)  any living organism with a central nervous system. 
 iv)  any living organism with consciousness. 
 v)  any human being.   
 vi)  any human being of my group (“group” = family/community/religion/ country/…)  

What we have here is the core of the principle in P1, along with a set of options in terms of 
domains to concretize the principle P1. This gives us the variants of the core, as P1-Di, P1-Dii, 
P1-Diii, and so on. 

Suppose we now ask ourselves: What are our moral judgments on Zeno’s practice in Scenario 1? 
 Scenario 1 
 Zeno hunts and kills rabbits as a hobby.     

Many, including many children, would say that Zeno’s practice is morally wrong. What moral 
principle does this judgment follow from?  

Suppose we choose the domain of P1 as Di:  
 P1-Di: Causing the death of any living organism is morally wrong.  
This statement would correctly predict that the practice in Scenario 1 is morally wrong. Here is a 
derivation of that prediction: 
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 Zeno hunts and kills rabbits. (what is given) 
 Causing the death of any living organism is morally wrong.  (P1-Di) 
 A rabbit is a living organism.  (what we know) 
 Killing is causing death.  (what we know)  
 Therefore Zeno’s practice causes the death of living organisms. (Intermediate Conclusion)    
 Therefore, the practice in Scenario 1 is morally wrong. (Final Conclusion) 

The first step in learning to engage in rational inquiry is learning to formulate one’s principles 
clearly and precisely. In moral inquiry, this would allow us to justify moral judgments as 
illustrated above. This is not very different from what we do in a mathematical proof. 

In such justification, we are making two implicit methodological axioms that rational moral 
inquiry, like any form of rational inquiry, takes as foundational:  
 (i) every moral judgment should follow as a prediction of the principles of the theory, 

together with the facts of what is being judged; and  
 (ii) if a prediction of the moral principles is inconsistent with our moral judgment, we must 

revise either the principles or the judgment.  

Let’s illustrate this with another scenario:  

 Scenario 2 
 Athena took antibiotic pills. This killed some of the bacteria in her body.  

Did she do anything morally wrong? We would most likely judge her action as not being morally 
wrong. However, given P1-Di, and the fact that bacteria are living organisms, it follows that 
Athena’s action was indeed morally wrong. Hence, our moral judgment is logically inconsistent 
with a prediction derived from the theory. So we must either revise the judgment and judge 
Athena’s action as morally wrong, or revise the principle by choosing domain Dii instead of Di.   

Suppose we choose the variant P1-Dii. Does this work? 

Now take other scenarios. What if Zeno killed a caterpillar? P1-Dii predicts that he did something 
morally wrong. Is the prediction logically consistent with our judgment? What if he killed an ant? 
A mouse? A rabbit? A deer? Tough to answer, right? But our assumptions about rational moral 
theory demand that we answer these questions, and pick the appropriate variant of P1. 

Shall we move on to even tougher areas? Suppose Zeus is a judge. He sentences someone to death 
because the person has committed a murder. Even if we choose the variants P1-Dv or P1-Dvi, it 
would follow that Zeus did something morally wrong. If we don’t share this judgment, we have to 
either change our judgment, or modify the Principle.  

This discussion points to the idea of rigour in constructing a moral theory. Rigour of theory 
construction — whether in the moral, scientific, mathematical, or aesthetic area — involves 
making our theoretical statements maximally explicit, and also articulating them with clarity and 
precision. This allows us to identify our errors and correct ourselves as we go along. 

It becomes clear now that the notion of “Rule of Law” 
in legal theory as well as in political theory is that of 
legal and political decision and judgments following as 
logical consequences of explicitly articulated 
laws/rules/ principles, without leaving it to the 
discretion of ‘rulers’ (kings, presidents and prime 
ministers) and ‘judges’. This means that no one is 
above the Rule of Law. 

Just as mathematicians must derive 
theorems from axioms and 
definitions, leaving no room for 
subjective discretion, judges and 
rulers must derive decisions and 
judgments from the statements of the 
constitution and the legal system. 

In what follows, we will take a look at the components that go into the architecture of a rigorous 
moral theory. 
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2. The Idea of Choice     
Let us put ourselves through a series of thought experiments.   

Scenario 3  
Zeno is a bomber pilot, and there is a war. He is ordered to bomb a village — he can bomb 
either village A, with a population of 100 people, or village B, with a population of 10,000 
people. He knows that there are innocent civilians in both villages. If he disobeys the order, 
some other bomber pilot will be ordered to bomb both villages. Zeno wants to make the 
morally ‘right’ choice. He has three options, A, B, and C. 
 What should Zeno do? A: Bomb village A 
  B: Bomb village B 
  C: Refuse to bomb either village 
Scenario 4 
A gang of terrorists has attacked and taken over a village. Apollo is one of the villagers. The 
terrorists give Apollo a neighbour’s dog, and order him to kill it. They give him two options. 
He can either kill the dog quickly and painlessly, or he can torture it and kill it sowly.  If 
Apollo refuses to kill the dog, the terrorists will torture and kill some of the villagers.   
 What should Apollo do? A: Kill the dog quickly and painlessly 
  B: Torture and kill the dog 
  C: Refuse to kill the dog  

Most of us, we believe, would choose A in both scenarios. For a moral theory to yield this 
judgment, we would need to introduce some additional elements in our theory.  

Take the choice between A and B in Scenarios 3 and 4. They both involve killing, so they violate 
at least P1-Di, P1-Dii, and P1-Diii. Unless we add something to P1, the theory will yield the 
judgment that options A and B are both morally wrong. To derive A as the right action, we need 
to incorporate the idea of choice into the theory:  

Meta-Principle 1:  Given a closed set of options that are all morally wrong by our principles, 
choosing the least wrong option is the right one.  

Among the three options provided in the two scenarios, we intuitively recognize option A as the 
least morally wrong option. Meta-Principle 1 yields option A is the morally right choice.  

Meta-Principle 1 is necessary. But it is not sufficient. What makes option A the morally least 
wrong one? Take options A and B in Scenario 3. Though both involve causing the death of 
human beings, B involves causing the death of more lives than A. Based on this observation, we 
consider a second meta-principle:  

Meta-Principle 2:  All else being equal, causing the death of fewer creatures is better than 
causing the death of a larger number.  

By Meta-Principle 2, killing 100 villagers is better than killing 10,000 villagers. Given this result, 
when we combine Meta-Principle 2 with Meta-Principle 1, we have to choose option A.   

Intuitively, it is easy to see that option A is better than option B in Scenario 4 as well. But this 
time the difference between the two options is not a matter of number. The reason why B is worse 
is because, in addition to causing death, it also involves causing suffering. To cover this case, we 
need an additional principle:  

PRINCIPLE 2 (P2): Causing suffering to X is morally wrong.  
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Once again, along with P2 needs to be specified its Domain — P2-Di, P2-Dii, P2-Diii, and so 
forth — to concretize what the X in P2 refers to.  

Given a theory that includes P1-Diii/Div, and P2-Diii/Div, it follows that option B in Scenario 4 
violates variants of both principles, while option A violates a variant only of P1. This is why, 
intuitively, we recognize A as being the better option. To cover this, Meta-Principle 2 needs to be 
expanded. Let us revise Meta-Principle 2, including in it Meta-Principle 1, as our set of Meta-
Principles: 

Meta-Principles:   

 I. All else being equal, causing harm to fewer creatures is better than causing harm to a 
larger number, where ‘harm’ includes death, or suffering, or both. 

 II. Given a closed set of options that are all morally wrong by our principles, choosing the 
least wrong option is the right one. 

 III. All else being equal, violating fewer principles is better than violating more.  

The consequence of applying the appropriate variants of P1 and P2 along with Meta-Principle 3 is 
that in Scenario 4, option A is the morally better choice than option B.  

Let us turn our attention to option C in Scenarios 3 and 4: they do not involve an action that 
causes death or suffering. Rather, they are both instances of refusing to kill or to torture. How, 
then, is option A better than option C?   

A moment’s reflection reveals why option C is worse than both A and B. Refusing to act results 
in far worse results of death/suffering. Our principles so far don’t say anything about this: Action 
that causes death/suffering, as well as inaction that results in death/suffering is morally wrong.  

To see this clearly, here are two more scenarios: 

Scenario 5  
Zeno and Apollo are at a party. They both dislike each other intensely.  
Apollo has a rare medical condition — an episode of the illness is fatal unless he is given a 
particular drug (pill) within ten minutes of the start of symptoms. He has an episode at the 
party, but doesn’t have the medicine with him. His home is far away, but Zeno lives next 
door. Cebil knows that Zeno has the drug at his home, and asks him to bring a pill for Apollo, 
and promises to even pay for it. Zeno refuses. Apollo dies.  
Was it morally wrong of Zeno to not bring Apollo the drug? 

Scenario 6 
A young boy has tied up a live cat, and is burning its tail with a candle. Xena walks by, sees 
the boy torturing the cat, and walks away, even though she could have prevented the torture.  
Was it morally wrong of Xena to not save the cat by intervening?   

If we judge Zeno and Xena to have done something morally wrong, it would be an offense of 
inaction, not of action: a ‘sin of omission’, not a ‘sin of commission’.  

To accommodate such instances, we need to revise P1 and P2 as P3 and P4:  

Principle 3 (P3):  
 Choosing action that results in the death of X, or inaction that fails to prevent the death of X, 
 is morally wrong.   

Principle 4 (P4):  
 Choosing action that results in suffering to X, or inaction that fails to alleviate X’s suffering, 
 is morally wrong.  
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Summary of the Theory  
The premises of the theory that we have developed so far are given below for ease of reference. 

PRINCIPLE 3 (P3):  
 Choosing action that results in the death of X, or inaction that fails to prevent the death of X,  
 is morally wrong.   

PRINCIPLE 4 (P4):  
 Choosing action that results in suffering to X, or inaction that fails to alleviate X’s suffering, 
 is morally wrong.  

DOMAIN (D): The X in P1 may be:  
 i)  any living organism. 
 ii)  any living organism belonging to the animal kingdom. 
 iii)  any living organism with a central nervous system. 
 iv)  any living organism with consciousness. 
 v)  any human being.   
 vi)  any human being of my group (“group” = family/community/religion/ country/…)  

META-PRINCIPLES (MP):   

 I. All else being equal, causing harm to fewer creatures is better than causing harm to a 
larger number, where ‘harm’ includes death, or suffering, or both. 

 II. Given a closed set of options that are all morally wrong by our principles, choosing the 
least wrong option is the right one. 

 III. All else being equal, violating fewer principles is better than violating more.  

3. Defeasibility in Moral Reasoning 
Let us go back to Scenario 4 to illustrate the architecture of the reasoning above.   

Options for (in)action  Reasoning 
A. kill the dog quickly and painlessly. Action violates P3-Diii/Div  

Hence morally wrong.  
B. torture the dog, then kill it. Action violates P3-Diii/Div and P4-Diii/Div.  

Hence morally wrong. 
C. refuse to kill the dog. Inaction violates P3-Diii/Div and P4-Diii/Div 

(would result in the death of villagers).   
Hence morally wrong.  

By our moral principles, all three options are morally wrong. This is where the Meta-Principles 
come in and allow us to choose the least morally wrong option: 

Given the three options, A, B, and C: 

Between B and C: B involves the death of one creature, while C involves the death of many. 
Hence, by Meta-Principle I, B is morally less wrong than C. 

Between A and B: A has the least violations, and so, the least degree of moral wrongness.  
 Hence, by Meta-Principle III, A is morally the right choice. 
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A mode of reasoning that 
permits such choices is called 
defeasible reasoning. What we 
need in order to derive moral 
judgments from a moral theory 
is defeasible reasoning. 

Defeasible reasoning allows us to reject our initial 
conclusions in the light of new considerations. 

Classical deductive reasoning is non-defeasible: 
once a conclusion is reached, no amount of 
additional considerations can ‘defeat’ or change it.  

This discussion shows that moral principles are violable; they are not absolute. It also shows that 
the conclusions arising from moral principles are context-dependent. Even though we accept the 
principle that killing is morally wrong, whether that principle yields the judgment that a given 
action/practice of killing is morally right or wrong depends on the specific details of the context.  

Here is a set of further scenarios for us to think about and arrive at moral judgments. Deriving the 
judgments would require defeasible reasoning in some cases, where violable moral principles 
have to apply depending on the context.  

Scenario 7 
Zeno stabs Apollo in the stomach. Apollo is rushed to a hospital in time, has surgery, and his 
life is saved. However, the stab wound is very painful once the anesthesia has worn off.  
Was Zeno’s action morally right, neutral, or wrong? 

Scenario 8 
Hercules is a surgeon. He cuts open Apollo’s stomach to remove a tumour. However, the 
wound is very painful once the anesthesia has worn off. 
Was Hercules’ action morally right, neutral, or wrong? 

Scenario 9 
Socrates travels in a time machine to the 19th century. He comes upon a sight that horrifies 
him. A hysterical mob has accused a 16-year old girl of being a witch, and she is being burnt 
alive at a stake. She is screaming, “Kill me quickly please!” Instant death would be a boon. 
Socrates has a loaded gun with him. He shoots, and she dies instantly. If he didn’t do so, she 
would die anyway, but death would be slow and extremely painful. 
Was Socrates’ action morally right, neutral, or wrong?  

Here are two variants of Scenario 4. Both variants call for defeasible reasoning. But here, the 
theory needs to be fine-tuned further:  

Scenario 10 
A gang of terrorists has attacked and taken over a village. Apollo is one of the villagers. The 
terrorists take Apollo to a neighbour’s house, where he finds the neighbour’s child and her 
dog. They order him to kill either the dog or the child. If Apollo disobeys, the terrorists will 
kill all the villagers, including the child (but not the dog). What should Apollo do? 

Scenario 11 
A gang of terrorists has attacked and taken over a village. Apollo is one of the villagers. The 
terrorists take Apollo to a neighbour’s house, where he finds the neighbour’s 10-year old 
child and her 90-year old grandfather. They order him to kill either the child or the 
grandfather. If Apollo disobeys, the terrorists will kill all the villagers, including the child 
(but not the grandfather). What should Apollo do? 

After we have gone through several such thought experiments, refining our theory, and have 
derived our judgments from a set of clearly and precisely articulated moral principles, we will be 
in a better position to tackle complex public issues like euthanasia, abortion, capital punishment, 
imprisonment for attempted suicide, war, stem cell research, and so on.  
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4. Reasoning with Incomplete Information  
A consequence of defeasibility and context dependence of moral reasoning is that our moral 
judgment on a given scenario may change every time new information comes in. To see this, let us 
consider two variants of Scenario 3 (the scenario is repeated below for convenience): 

Scenario 3  
Zeno is a bomber pilot, and there is a war. He is ordered to bomb a village — he can bomb 
either village A, with a population of 100 people, or village B, with a population of 10,000 
people. He knows that there are innocent civilians in both villages. If he disobeys the order, 
some other bomber pilot will be ordered to bomb both villages. Zeno wants to make the 
morally ‘right’ choice. He has three options, A, B, and C. 
 What should Zeno do? A: Bomb village A 
  B: Bomb village B 
  C: Refuse to bomb either village 
Scenario 3 Variant 1  
Zeno is a bomber pilot, and there is a war. He is ordered to bomb a village — he can bomb 
either village A, with a population of 100 people, or village B, with a population of 10,000 
people. He knows that there are innocent civilians in both villages. Zeno wants to make the 
morally ‘right’ choice. He has three options, A, B, and C. 
 What should Zeno do? A: Bomb village A 
  B: Bomb village B 
  C: Refuse to bomb either village 
Scenario 3 Variant 2  
Zeno is a bomber pilot, and there is a war. He is ordered to bomb a village — he can bomb 
either village A, with a population of 100 people, or village B, with a population of 10,000 
people. He knows that there are innocent civilians in both villages. He also knows that the 
inhabitants of village B also include terrorists with access to nuclear weapons, and are 
planning to use them on major cities around the world. If he disobeys the order, some other 
bomber pilot will be ordered to bomb both villages.   
 What should Zeno do? A: Bomb village A 
  B: Bomb village B 
  C: Refuse to bomb either village 

If the first scenario we come across happens to be 
Variant 1 above, our most likely choice would be C. 
But given the additional information in Scenario 3, 
we would choose A. And given the contextual 
details of Variant 2, the choice would be option B. 

The property of rejecting a 
previously accepted conclusion when 
additional information becomes 
available is called non-monotonicity 
in the literature on logic.  

 
Three-valued Logic  
A characteristic of moral reasoning that needs special mention is that it uses a three-valued logic.  

Aristotle held that a proposition is either TRUE or FALSE, with no possible intermediate state (the ‘Law of 
Excluded Middle’). Classical logic follows this law and uses a two-valued (binary) system of truth: TRUE 
and FALSE. Mathematicians and logicians in the 20th century have proposed many-valued systems of logic 
with three or more values. One such is a system with three values: TRUE, FALSE, and UNKNOWABLE.  

The system of logic used in a criminal court in most legal systems is two-valued: the accused is either guilty 
or not guilty (innocent). In contrast, Scottish law uses a three-valued system: guilty, not guilty, and not 
proven. The system we have implicitly assumed in our inquiry is three-valued: morally right, morally 
neutral, and morally wrong.  
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5. Knowledge of the Consequences, and Motivation   
Before addressing the more challenging task of constructing collective moral theories to make 
decisions on public issues, there is one more issue that we need to tackle, namely, knowledge of 
the consequences of the action/inaction, and the motivation for acting/not acting. Consider the 
following scenarios.   

Scenario 12 
Bill is tied into a chair with a bomb attached to him. The bomb is connected to a switch at a 
distance, far enough for someone else to operate without any danger. John hates Bill; he is near 
the switch, and he turns it on. The bomb explodes, and Bill dies. 
Scenario 13 
Bill is tied into a chair with a ticking time bomb attached to him. The bomb is connected to a 
switch at a distance, far enough for someone else to operate without any danger. John is near 
the switch. Bill shouts, “Please turn off that switch, John.” John hates Bill; he doesn’t turn it 
off, but stands and watches. The bomb explodes, and Bill dies.  
Scenario 14 
Unknown to John, Bill is tied into a chair in John’s house, with a ticking bomb attached to him. 
The bomb is connected to the light switch in John’s bedroom. John walks into his bedroom, 
and turns on the light switch. The bomb explodes, and Bill dies.   
Scenario 15 
June hates May and decides to kill her. She plants a bomb in May’s bedroom. The bomb goes 
off when May is asleep, and she dies.  

Scenario 16 
June hates May and decides to kill her. She plants a bomb in May’s bedroom. The bomb goes 
off, but unknown to June, May was staying over at a friend’s place, so she escapes. 

Scenario 17 
June hates May and decides to kill her. She plants a bomb in May’s bedroom. But the bomb 
happens to be defective, and doesn’t go off. May is safe.  

Scenario 18 
June hates May and decides to kill her. She looks for a bomb to plant in May’s bedroom, but in 
spite of her best efforts, she can’t find one. May is safe.  

Scenario 19 
June hates May and decides to kill her. But she doesn’t, because she is afraid that she might go 
to prison if she did. 

The theory we have developed so far is not sufficient to derive the moral judgments on the 
actions/inactions of John/June in these scenarios. It would be a challenge to develop the theory 
further to cover these cases as well.    

6. Thinking Critically about Personal Moral Codes 
Zeno is offered a plate of chicken salad at a dinner party. He politely refuses it. The hostess, Hera, 
asks, “How come? Are you allergic to chicken?” Zeno replies, “ No, I think of eating chicken as 
morally wrong.” Hera raises a quizzical eyebrow.  

At this point, given the axioms of moral inquiry (that every moral judgment should follow as a 
prediction of the principles of the theory, together with the facts of what is being judged), Zeno is 
obliged to show that his judgment derives from his personal moral theory. He can do so by 
appealing to P1-Di.  The derivation would go as follows: 
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 The chicken in the salad comes from chickens killed for food.  
 By eating the salad, I am contributing indirectly (in however small a way) to causing the 

death of chickens.  
 Therefore, given P1-Di, it follows that eating chicken salad is morally wrong. 

Hera glances at Zeno’s plate with rice and vegetables, and asks, “But by the same principle, 
doesn’t it follow that eating rice and vegetables is also morally wrong? After all, you are 
contributing to causing the death of plants, so why are you eating them?”  

Zeno has two options. He can maintain his theory, and accept the consequence that eating rice and 
vegetables is morally wrong, and hence he is currently engaged in a morally wrong activity. 
Alternatively, he can revise his theory such that it predicts that eating rice and vegetables is not 
morally wrong.  

He does this modifying the domain of P1, and replacing P1-Di with P1-Diii, and also suggesting 
P1-Div. [This would, of course, lead to a discussion of whether or not plants have a central 
nervous system, and whether or not they have consciousness.] 

Hera the critical thinker in Hera is not satisfied.  

 “Do you eat eggs?” she asks.  

 “I used to,” Zeno reply, “but not any more.”  

 “How come? Moral reasons?” 

 “Yes. I think eating eggs is morally wrong.”  

 “Why? An egg is not an organism with a central nervous system. Nor does it have 
consciousness. So why is it morally wrong?”  

As Hera correctly points out, Zeno’s moral judgment does not follow from his theory. Hence, he 
must either revise his judgment about the moral wrongness of eating eggs, or modify his theory. 
Zeno takes the second path, and revises P3 as P5, by including ‘potential life’ in its statement:  

PRINCIPLE 5 (P5):  
 Choosing action that contributes to the destruction of the life (including potential life) of X, 

or inaction that fails to prevent destruction of the life (including potential life) of X, is 
morally wrong.  

From P5 (combined with the appropriate domain specification), it follows logically that eating 
fertilized eggs is morally wrong. But how about eating unfertilized eggs? Zeno finds himself 
judging that to be morally wrong as well. How would he justify this judgment? Principle 4 (P4) 
stated earlier, along with the domain specification, would yield the necessary result:  

PRINCIPLE 4 (P4):  
 Choosing action that results in suffering to X, or inaction that fails to alleviate X’s suffering, 
 is morally wrong.  

Zeno derives his moral judgment from P4 as follows:    

 The eggs that I eat come from  
  chicken grown in factories under extraordinarily cruel conditions: 
  crowded in small cages, burnt off beaks, and so on.  
 By eating these eggs, I am indirectly contributing to the chickens’ suffering,  
  however small that contribution.  
 Therefore, given P4, eating eggs, fertilized or not, is morally wrong. 
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Hera, Zeno’s skeptical interrogator, has more things up her sleeve.  

 “Do you give your students poor grades for poor assignments?”  
 “Of course I do,” replies Zeno, who happens to be a university professor.  
 “Aren’t you causing them suffering? Is it not morally wrong to give them poor grades?”  

Hera is right. Zeno needs to either acknowledge that his action is morally wrong, or modify his 
theory such that it predicts that giving low grades to students is not morally wrong even though it 
causes suffering. The academic axiom underlying this mode of functioning is called coherence. 

COHERENCE AXIOM  
  The totality of our beliefs, values, goals, norms, principles, judgments, practices and actions 

should be: a)  maximally interconnected and integrated, 
 and    b)  free of logical inconsistencies. 

Condition (a) of the coherence axiom, in moral inquiry, demands that a small number of moral 
principles should yield a large number of diverse moral judgments. Condition (b) demands that 
the moral judgments predicted by the theory should not be logically inconsistent with each other 
or with the theory.   

7. Beyond Death and Suffering    
In the preceding sections, we focused on the value of life and the value of absence of suffering. 
Needless to say, to develop a comprehensive personal moral theory, we would need to decide 
what other values we need to incorporate into our theory: loyalty, obedience, honesty, integrity, 
compassion, courage,  justice, and so forth.  

Zeno accidentally broke an expensive vase, and when asked who broke it, said that 
he didn’t know. Did he do the morally right thing?  

Athena promised her dying mother that she would not marry Apollo, but had no 
intention of keeping the promise. Is this morally right?  

Aphrodite engages in prostitution to save the lives of twenty orphans under her care. 
Is this morally right?  

Hercules flatters his boss to improve his chances of promotion. Is this morally right?  

We need to struggle with questions of this kind through introspection, and develop our personal 
moral theories further before engaging in debates on public policies, including laws and ethical 
codes that have moral implications.    

To illustrate, consider the question of fairness (a specific form of justice) in Scenario 20.  

Scenario 20 
Zeno has four students: Ali, Uma, Ila, and Dev. He likes Ani and Ila, but dislikes Uma and 
Dev. In the final exam, Ali’s and Uma’s answers were equally good; Ila’s and Dev’s answers 
were equally mediocre. Zeno gave Ali and Ila an A grade; and gave Uma and Dev a C grade.  

Chances are that students would judge Zeno’s action to be morally wrong. Giving undeserved 
higher grades and undeserved lower grades are equally wrong. To address such scenarios, we 
need to come up with a theory of fairness, articulating what constitutes unfairness, and injustice.  

Here are a few more scenarios: they can provoke critical reflection on existing practices, while 
serving as exercises in the construction of a rational moral theory. For each scenario, we have to 
ask ourselves if the system described is a just one, and unpack the reasons for our judgments. 
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Scenario 21 
In the schools and universities in Armon, students have to pay their teachers for the services 
they render. Teachers are free to set their own rates. In the same institution, a highly sought-
after teacher may charge ten times the fee that a less-skilled teacher charges, for teaching the 
same subject. A government-appointed government-paid set of paper-setters design the exam 
questions, and another government-appointed government-paid set of examiners grade the 
student papers. Is this a just system?  

Scenario 22 
The legal system in Barmon allows an option between imprisonment and fine for every crime. 
For instance, a person convicted of stealing a bag of rice or a cell phone could either spend a 
year in jail, or pay a fine of $5,000. And a person convicted of murder could either spend 20 
years in jail, or pay a fine of $100,000. Is this a just system?  

 Scenario 23 
The education system of Carmon offers an option between free public education and expensive 
private education. Children opting for public education can attend only their neighborhood 
school; children opting for private education can attend any private school. The public schools 
in expensive neighborhoods have well-paid excellent teachers, while those in poor 
neighborhoods have poorly-paid mediocre teachers. Is this a just system?  

Scenario 24 
In Darmon, prosecution lawyers are appointed and paid by the government. All defense 
lawyers are in private practice, and are free to set their own rates. In the same court, a highly 
sought-after lawyer may charge ten times the fee that a less-skilled lawyer charges for 
defending an accused for the same alleged offense. Based on evidence and arguments 
presented by the prosecution and defense lawyers, a government-appointed government-paid 
judge arrives at a verdict of whether the accused is guilty or innocent. Is this a just system?  

What we have done so far is to show how we can build the axioms and definitions of a rational 
moral theory (in the backdrop of rational inquiry in general) to derive predictions that match our 
moral judgments. This is not very different from building a scientific theory whose axioms and 
definitions derive predictions that match observations of phenomena. The next question is: how 
do we justify the theory itself, especially in the context of disagreements in moral judgments. This 
is analogous to justifying a scientific theory. 

8. Collaborative Theory Construction 
We have seen two methodological axioms of rational moral inquiry, that:  

 Our moral judgements should follow logically from our moral principles, together with the 
facts of what is being judged; and  

 If the logical consequences of the principles are inconsistent with our judgment, we must 
revise either the principles or the judgment. 

 We also saw earlier the ‘coherence axiom,’ which demands that: 

The totality of our beliefs, values, goals, norms, principles, judgments, practices and actions 
should be maximally interconnected and integrated, and free of logical inconsistencies.  

One of the staple ways of interconnecting and integrating different pieces — of data in science, of 
moral judgments in moral inquiry, and of conjectures in mathematics — is to show that they 
follow from a small number of theoretical principles. For moral inquiry, this means that every 
individual has to strive to ensure that all their moral judgments follow as the predictions of their 
own moral theory. If there are judgments that the theory makes no predictions about, the theory is 
not connected to the judgment. If it does make a prediction, and is therefore connected, but the 
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prediction contradicts the actual judgment, the theory is logically inconsistent with the judgments. 
Both these situations violate the coherence axiom. So far, we mainly attempted to show what this 
means for personal moral inquiry.  

In this part on personal moral inquiry, we restricted ourselves to scenarios on which most human 
beings would most likely have the same judgments. But we also know that matters of morality are 
deeply controversial: that there are considerable and startling differences in moral judgments 
across different communities, and across individuals within a community.  

In the part on collective moral inquiry that follows, we will look at how the moral judgments that 
the participants of the collective inquiry agree on — whether at the level of two individuals, or a 
community, or the human species — form the grounds for building a collective moral theory. We 
will look at examples that reveal the range of the variability in moral judgments across 
individuals and across communities. Critical reflection on the variability can raise our awareness 
of arbitrariness in many of the culturally transmitted moral codes of behaviour.  

Recognizing such arbitrariness in the moral systems as undesirable can lead to the question: How 
do we minimize such arbitrariness? The first step in this direction would be to accept the axioms 
for building a collective moral theory mentioned at the beginning of this section, along with what 
we may call the axiom of shared grounds: that 

 The grounds of argumentation we use should be shared by both parties in the 
debate/controversy (axiom of shared grounds).  

Together, these axioms of rational inquiry offer a solution to the problem of arbitrariness. 

Our search for a collective moral theory, then, must be guided by our moral instincts, 
supplemented by conscious reflection and reasoning, with an awareness of societal codes, the 
resulting indoctrination, and emotional clouding that can easily be confused with moral intuition. 
As mentioned above, we will pick these ideas up for discussion in the part on collective moral 
inquiry 

  
  


